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Abstract

We will address the issues related with named entity recognition, including rule-based and statistical
approaches.
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Some Useful Extra Reading

• David Nadeau, Satoshi Sekine. A survey of named entity recognition and classification. Journal of
Linguisticae Investigationes 30:1 ; 2007

1 Named Entities

What are Named Entities?

• Named entities are (often multi-word) expressions that refer to proper names of:

– persons

– organisations

– locations

– artifacts

– dates

– etc.
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Example Text

Text Persons Organisations Locations Artifacts Dates
Fletcher Maddox, former Dean of the UCSD Business School, announced the formation of La Jolla Genomat-
ics together with his two sons. La Jolla Genomatics will release its product Geninfo in June 1999. Geninfo
is a turnkey system to assist biotechnology researchers in keeping up with the voluminous literature in all
aspects of their field.

Dr. Maddox will be the firm’s CEO. His son, Oliver, is the Chief Scientist and holds patents on many of
the algorithms used in Geninfo. Oliver’s brother, Ambrose, follows more in his father’s footsteps and will be
the CEO of L.J.G. headquartered in the Maddox family’s hometown of La Jolla, CA.

Why is Named Entity Recognition Important?

• When encountering

– Mrs. Candy Hill

a machine translation system should not try to translate

– “candy” and “hill”.

but should translate

– “Mrs.”

to the appropriate title in the target language.

• When encountering

– Mrs. Candy Hill

an information retrieval system should not take

– “candy”

and

– expand it to its morphological variants (e.g. “candies”)

– suggest synonyms (e.g. “confect”).

• Why not simply using lists of names of people and organisations?
The lists would be huge, e.g.:

– there are more than 1.5 millions surnames in the US;

– it is not possible to list all possible surnames in the world;

– there are similar problems with names of organisations;

– new organisations are formed all the times;

– names of organisations can occur in variations;

– names of organisations can be complex entities.

• Variations:

– “The Royal Bank of Scotland plc”

– “The Royal Bank of Scotland”

– “The Royal plc”
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– “The Royal”

– “RBS”

• Complex entities with conjunctions:

– “China International Trust and Investment Corp”

– “Mason, Daily and Partners”

• Overlap between lists:

– “Philip Morris” as an organisation

– “Philip Morris” as a person

– “Washington” as a location

– “Washington” as a person

• Overlap between categories:

– “Hope” and “Lost” as proper names (location)

– “Hope” and “Lost” as common nouns

The Named Entity Task

• Named entity recognition is a subtask of information extraction.

• Named entity task introduced as part of the Message Under-standing Conferences (MUC-6) in 1995.

• Two related tasks:

– identifying names in texts

– categorising names in texts

• Two approaches:

– linguistic grammar-based techniques (hand-crafted)

– statistic-based techniques (require training data).

• Original MUC distinguished seven types of named entities:

– PERSON, ORGANISATION, LOCATION, DATE, TIME, MONEY, PERCENT

Example: MUC-style Named Entity Markup

“it’s a chance to think about first-level questions”, said Ms. <ENAMEX TYPE=“PERSON”>Cohn</ENAMEX>,
a partner in the <ENAMEX TYPE=“ORGANIZATION”>McGlashan & Sarral</ENAMEX> firm in
<ENAMEX TYPE=“LOCATION”>San Mateo</ENAMEX>, <ENAMEX TYPE=“LOCATION”>Calif.</ENAMEX>

The Named Entity Task

Three subtasks

• temporal expressions

• number expressions

• entity names
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Temporal Expressions

• TIMEX

• Tagged tokens are categorized via the TYPE attribute:

– DATE: complete or partial date expression
– TIME: complete or partial expression of time of day
– DURATION: a measurement of time elapsed or period of time during which something lasts.

Examples of Temporal Expressions

• <TIMEX TYPE=“TIME”> twelve o’clock noon</TIMEX>

• <TIMEX TYPE=“TIME”>four o’clock in the morning</TIMEX>

• <TIMEX TYPE=“TIME”>5 p.m. EST</TIMEX>

• <TIMEX TYPE=“DATE”>January 1990</TIMEX>

• <TIMEX TYPE=“DATE”>fiscal 1989</TIMEX>

• <TIMEX TYPE=“DURATION”>five years</TIMEX>

Number Expressions

• NUMEX

• Values for the TYPE attribute:

– MONEY: monetary expression
– MEASURE: standard numeric measurement phrases such as age, area, distance, energy, speed,

temperature, volume, and weight, plus syntactically-defined measurement phrases
– PERCENT: percentages
– CARDINAL: a numerical count or quantity of some object.

Examples of Number Expressions

• <NUMEX TYPE=MONEY”>20 million New Pesos</NUMEX>

• <NUMEX TYPE=“MONEY”>$42.1 million</NUMEX>

• <NUMEX TYPE=“MONEY”>million-dollar</NUMEX> conferences

• <NUMEX TYPE=“MONEY”>one point four million dollars</NUMEX>

• <NUMEX TYPE=“MONEY”>three dollars and three quarters </NUMEX>

Entity Names

• Values for the TYPE attribute:

– PERSON: named person, family, or certain designated non-human individuals
– ORGANIZATION: named corporate, governmental, or other organizational entity
– LOCATION: name of politically or geographically defined location (cities, provinces, countries,

international regions, bodies of water, mountains, etc.) and astronomical locations.
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Examples of Entity Names

• <ENAMEX TYPE=“LOCATION”>U.S.</ENAMEX> exporters

• the <ENAMEX TYPE=“LOCATION”>Oklahoma</ENAMEX> bombing

• <ENAMEX TYPE=“ORGANIZATION”>Apple</ENAMEX> computers

• a <ENAMEX TYPE=“ORGANIZATION”>Delta</ENAMEX>jetliner

• <ENAMEX TYPE=“ORGANIZATION”>Hyundai, Inc.</ENAMEX> of <ENAMEX TYPE=“LOCATION”>Korea</ENAMEX>

2 Rule-based NER

Techniques for Identifying TIMEX

• Temporal expressions (TIMEX)

– dates, times and durations

• Can be captured by regular expressions

• Need to handle elided elements and referring expressions properly

Examples

– “Schneider said this year would be his last with the symphony”
– “The contractor submitted a proposal on Tuesday. The day after that, the contract was awarded.

That night, they had a party.”

Techniques for Identifying ENUMEX

• Number expressions (ENUMEX)

– money, measures, percents and cardinal numbers

• Can be captured by regular expressions

• Again, need to handle elided elements properly

Examples

– postal codes/zip codes
– students ID numbers
– telephone numbers

Techniques for Identifying ENAMEX

• Entity names (ENAMEX)

– persons, locations and organisations

• Source of information:

– use context inside the document
– use external knowledge (gazetteers)

• Each of these sources can be exploited along a continuum from cheaper to computationally and man-
ually more expensive usage
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2.1 Gazetteers

Gazetteers

• A gazetteer is a geographical dictionary

• It is an important reference for info about place names

• It typically contains additional information concerning

– the geographical makeup of a country or region

– the social statistics and physical features

– such as mountains, waterways, or roads

Gazetteers on the Web

• There are many gazetteers or name lists on the web

• The Global Gazetteer

– http://www.fallingrain.com/world

– a directory of 2,880,532 of the world’s cities and towns

• Tageo.com

– http://www.tageo.com/index.htm

– provides information about 2,667,417 cities in the world

• Geographic Names of Australia

– http://www.ga.gov.au/map/names

2.2 Internal and External Evidence

Information Inside the Document

• For any given instance of a name there can be

– internal (= phrasal)

– external (= contextual)

• evidence inside the document.

• Internal evidence comes from the name itself

• External evidence comes from other content in the document
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Problematic Cases

• Problematic cases of proper names:

– Is “Arthur Anderson” a person or an organisation?

– Is “April” a date or a person?

– Is “Granada” a company name or a location?

• Sentence initial casing can cause ambiguity:

– “Suspended Ceiling Contractors Ltd denied the charge”

• Prepositions

– “City University of New York” versus

– “Museum of Modern Art in New York City”

• Conjunctions

– “IBM and Bell Labs” versus

– “Victoria and Albert Museum”

External Evidence

• External context can be used to help determine categorisation of entity names:

– specific words provide clues: “General Motors analyst”

– corporate designators: “Ldt”, “Inc”, “Pty”, . . .

– titles: “Mr”, “Dr”, “Rt Hon”, . . .

– subcategorisation requirements: human-subject verbs, e.g. “say”

A Strategy for Entity Names

• Use rules that take account of context

• Only tag if context is suggestive or non-contradictory:

– “in the Washington area”

• Look for evidence elsewhere in the text

Rules for Person Names

• Use a list of known first names

• If you find a capitalised word:

– check to see if it is a known first name

– check to see if the following word is capitalised
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Looking for Evidence

• Suppose “Lockheed Martin Production” is a candidate organisation ENAMEX on the basis of context
rules:

– Look for partial orders of composing words:
∗ “Lockheed Martin”
∗ “Lockheed Production”
∗ “Martin Production”
∗ “Lockheed”
∗ “Martin”, . . .

– Mark as possible organisations

3 Statistical NER

NER as a Classification Task

Using Statistical Methods

• We have already seen statistical classifiers

– SVM, Näıve Bayes, Decision Lists, KNN, . . .

• So we only need to convert the NER task to one of classifying/tagging words

First Attempt
Fletcher/PER Maddox/PER ,/O former/O Dean/O of/O the/O UCSD/ORG Business/ORG School/ORG

,/O announced/O the/O formation/O of/O La/ORG Jolla/ORG Genomatics/ORG together/O with/O
his/O two/O sons/O ./O La/ORG Jolla/ORG Genomatics/ORG will release its product Geninfo/ART in/O
June/DATE 1999/DATE ./O Geninfo/ART is/O a/O turnkey/O system/O to/O assist/O biotechnology/O
researchers/O in/O keeping/O up/O with/O the/O voluminous/O literature/O in/O all/O aspects/O of/O
their/O field/O ./O

Problems

• How do you differentiate two adjacent NEs of the same kind?

• Rules governing the first word of a NE might be different from those governing following words

The Approach

• Every NE category creates two classification tags

B Begin of a named entity
I In a named entity

• Any word which is not part of a named entitiy has a special tag

O Outside any entity

Example
Fletcher/PER-B Maddox/PER-I ,/O former/O Dean/O of/O the/O UCSD/ORG-B Business/ORG-I

School/ORG-I ,/O announced/O the/O formation/O of/O La/ORG-B Jolla/ORG-I Genomatics/ORG-I
together/O with/O his/O two/O sons/O ./O La/ORG-B Jolla/ORG-I Genomatics/ORG-I will release its
product Geninfo/ART-B in/O June/DATE-B 1999/DATE-I ./O Geninfo/ART-B is/O a/O turnkey/O sys-
tem/O to/O assist/O biotechnology/O researchers/O in/O keeping/O up/O with/O the/O voluminous/O
literature/O in/O all/O aspects/O of/O their/O field/O ./O
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The General Approach

Training

1. Convert NE annotations into token-based annotations

• B, I, O

2. Train a classifier

Running the NER

1. Convert NE annotations into token-based annotations

2. Run the classifier

3. Convert the token-based tags back into multiple-word-based NE labels

Generating the Final Named Entities

What are the Named Entities generated here?
Dr./PER-I Maddox/PER-I will/O be/O the/O firm/O ’s/O CEO/O ./O His/O son/O ,/O Oliver/PER-

B ,/O is/O the/O Chief/O Scientist/O and/O holds/O patents/O on/O many/O of/O the/O algorithms/O
used/O in/O Geninfo/ART-I ./O

General Rules

• A token labelled with B starts a new NE

• A token labelled with I:

– Starts a new NE if the previous token belongs to a different entity

– Continues the previous entity otherwise

• A token labelled with O does not belong to any entity

Features for Classification
Here are the features used in our own NER called AFNER:

Regular Expressions, Gazetteers
Regular Expressions Specific patterns for dates, times, etc
FoundInList The token is a member of a gazetteer

Internal Token Properties
InitCaps The first letter is a capital letter
AllCaps The entire word is capitalised
MixedCaps The word contains upper case and lower case letters
IsSentEnd The token is an end of sentence character
InitCapPeriod Starts with capital letter and ends with period
OneCap The word is a single capitalised letter
ContainDigit The word contains a digit
NumberString The word is a number word (‘one’, ‘thousand’, etc.)

Contextual Features
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PrepPreceded The word is preceded by a preposition (in a window of 4 tokens)
PrevClass The class assigned to the previous token
ProbClass The probability assigned to a particular class in the previous token

Global Features
AlwaysCapped The token is capitalised every time it appears

Using Hidden Markov Models

Hidden Markov Models

• HMMs try to predict the class of the current word on the basis of the class of the previous word and
the current word:

P (NCi|NCi−1, wi)

NC1

NC3

NC2

NC4

P (N4|N3)

P (a|NC4)
P (b|NC4)
P (c|NC4)

Take-home Messages

Essential Skills — for a passing grade

• Explain the general approach to build a rule-based NER

• Explain the general approach to build a statistical NER

• Manually tag the main named entities used in MUC

• Explain what are gazetteers and why they are useful for NER

• Manually convert NER annotation into classification-based annotation

Additional Skills — for credit or above

• Explain the detailed approach to build a rule-based NER

• Explain the detailed approach to build a statistical NER

• Manually tag named entities using the two levels of MUC notation

• Describe NE classification features

What’s Next

Week 11

• Lecture 3: Question Answering
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