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Outline

» Text Classification Features
» Reduction Methods
- Grouping
- Selection
» Other Features for Text Classification

©2008 Macquarie University 2/22

Reading

« A Comparative Study on Feature Selection
in Text Categorization, Yang and Pedersen

- http://www.cs.cmu.edu/~yiming/Publicati
ons/icml97.ps.gz

» Feature Engineering in Text Classification,
Scott & Matwin

- http://citeseer.ist.psu.edu/scott99feature.html
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Text Classification Features

» Need features that characterise text

» Same solution as for WSD, IR:
- Vector of binary word occurrences (1/0)
- Vector of word frequencies

» However, for text classification the feature
space has very high dimensionality

- Could expect thousands of features
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Text Classification Features

« The performance of machine learning
algorithms is affected by the scale of the
input data

- In text classification, the high
dimensionality of the feature space can
make the problem intractable

- Recall the “curse of dimensionality”
- Therefore, want a smaller set of features
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Feature Grouping

» The idea here is that some features may
give you basically the same information

Correl ated Features
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Feature Grouping

« In previous example, can reduce to a single
variable

Single Feature

" Neoative

0 0.5 1 1.8 2 2.5 3 3.5
x3 (=x1-05=x2-1)

©2008 Macquarie University 7/22

Feature Grouping

 Established statistical methods for finding
these groupings automatically

- E.g. Principal Components Analysis
» We’'re going to ignore these
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Feature Selection

« Idea here is to select only a subset of the
possible features

- Could, for example, remove stopwords
« More general: choose words with high
distinguishing power
- Want to do this automatically
« Many methods proposed
- Compared on large-scale data by Yang

Method #1: Document
Frequency Thresholding

« Compute document frequency for each
unique term in training corpus

 Discard everything with frequency below
predetermined threshold

- Because of Zipf’s law, discarding low-
frequency words gets rid of many
features

» Simplest method proposed

- Discarded words might be either noise or
important characterisers of text (but see

and Pedersen (1997) later)
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An Aside: Information Theory Exercise

» Developed by Claude Shannon in the 1940s
» Used for describing data communication and storage

o A fundamental result: that on average the number of bits
required to encode an uncertain result is given by the
entropy

- Information content (“self-information”, “surprisal”)
of message m represented by

I(m) = —log(p(m))

- Entropy of message space M (measure of amount of
uncertainty about which message will be chosen)
represented by

H(M)=E[I(M)]==) _ p(m)log(p(m))
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» Consider two message spaces M1 and M2,
with probability distributions p, and p,

m P1 P2
the 0.25 0.5
dog 0.25 0.125
eats 0.25 0.25
cat 0.25 0.125
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« What are the entropies of M1 and M2?




Method #2: Information Gain

« From Information Theory: measures the
number of bits of information contributed
by knowing the presence or absence of a
term t

G(t) == Pr(ci).logPr(c))+Pr()y " Pr(cilt).logPr(ci 1) +Pr(i)y " Pr(cil7).logPr(cilF)

« Remove terms with value G(t) below a given
threshold
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Method #3: Mutual Information

» Measures the association of two events: are
they more likely to occur together than
separately?

» Given term t and category ¢, mutual
information is measured by

Pr(z,e)
Pr(¢).Pr(e)

[(t;c) =log
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Method #3: Mutual Information

« Approximated by

A*N

e =log o AT B)

- where A = number of times t and c co-
occur; B = number of times t occurs
without c; C = number of times ¢ occurs
without t; N = total number of documents
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Reducing Feature Set Size

» Two other approaches in Yang and Pedersen
- x? statistic
- Term Strength

» Compared these five approaches using two
classifiers: k Nearest Neighbours and Linear
Least Squares Fit

e Conclusion:
-{DF, IG, CHI } > TS > MI
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Support Vector Machines

« The complexity of most machine learning
algorithms is proportional to number of
features

e Joachims claims:

- SVMs are proportional to number of
support vectors, not number of features

- This is good for text classification, where
there are many features but not so many
support vectors are necessary
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Beyond Bag-of-Words

e From Scott & Matwin
» More complex features:

- phrases

- The quick brown fox jumped over the lazy dog
- key phrases

- obtained by Extractor system (Turney, 1999)
- hypernyms

- knife, gun: weapon
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Beyond Bag-of-Words

« Also used stemming on each approach

» Evaluated features using RIPPER, a widely
used machine learning program
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Beyond Bag-of-Words

Table 2: Number of Features in Each Representation

# of Features
Name | Description Reuter | DigiTrad
BW bag of words 27940 43301
BWs stemmed words 18590 28996
NP noun phrases 21427 14204
NPg stemumed NP 20061 12457
KP keyphrases 23110 15287
KPs stemined KP 22122 14264
Hy hypernym (h=0) | 13385 18646
H; hypernym (h=1) | 15393 21044
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Text Classification:
Beyond Bag-of-Words What You Should Know

e Results » The idea of representation, with feature vectors as

. . a particular instance
- Measure is micro-averaged breakeven . . .
oint o The broad ideas of three machine learning
P approaches: Naive Bayes, k Nearest Neighbours,
Tasle 3: Performance for Each Repressnnasion Support Vector Machines
. Rﬁgfﬂﬁﬁ;{";’;‘ -  The assumptions of each approach

P 1 5 « The idea of choosing features
NE 227 337
NE, 1L 2 » Methods for choosing features
e o - In bag-of-words: document frequency,
E, i = information gain, mutual information

« Conclusion: no improvement - Other ideas
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